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General Approach

Our approach uses strings of bytes to represent the
channel alphabet in the compressed text,

� Byte manipulation is faster than bit manipulation;

� Skipping and seeking in byte aligned �les is more
ef�cient than the same operations in bit aligned �les;

� Traditional pattern matching algorithms can be used
directly on byte aligned compressed text.
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Byte Coding Methods

� Byte Huffman Codes - Radix-256 Huffman codes
where codewords are composed exclusively of bytes.

� Tagged Huffman Codes - Radix-128 Huffman codes
with 1 bit in each byte differentiating continuer bytes
from stopper bytes.

� Static Byte Codes - Radix-128 codes that are not
Huffman and use a static probability distribution.

� Dense Byte Codes - Radix-128 codes, which
introduce an alphabet ordering to match symbol
ranks with symbol probabilities.

� (S; C)-Dense Byte Codes - Extended dense byte
codes, where the partitioning value may be different
than 128.
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Restricted Pre�x Byte Codes ( rpbc )

The restricted pre�x byte coder is a byte Huffman coder with
an additional constraint; the �rst byte must completely
de�ne the suf�x length.

� Instead of using the 2-tuple (S; C) as (S; C)-dense
codes use, a 4-tuple (v1; v2; v3; v4) is de�ned to
completely specify allowable code lengths.

� Also, v1 + v2R + v3R2 + v4R3 � n, where R is the radix
and n is the cardinality of the source alphabet, must be
satis�ed.

� This still allows considerable �exibility in assignment of
total codespace to different code lengths.
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Prelude Representations

� Permutation approach - The traditional method where
the complete alphabet is transmitted using a static
binary code in a decreasing frequency ordering.

� Bitvector approach - A bitvector of symbol appearances
and corresponding codeword lengths are transmitted.

� Gap approach - Eliminates bitwise operations and
exploits clustering in alphabet densities. Partitions of
ordered d-gaps are transmitted based on the codeword
length.

� Semi-dense approach - A subset of “interesting”
symbols are assigned a second codeword, in
addition to the normal “dense” codeword.
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Our Motivation

For simplicity, we have focused on experiments with
streams of integers. While this may seem to limit
applications at �rst glance, it is in fact a very �exible
approach. A wide range of data can be reduced to a
stream of positive integers including:

� word based compression;

� inverted indexes in information retrieval systems; and

� digital signal data.

Example (Brain Teaser)

One of the test �les begins with the sequence of integers
109; 97; 114; 121; 256; 109; 97; 114; 114; 121; 32; : : :
Can you reconstruct the source message?
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Experimental Summary

Method Prelude
SPIRE 2005

Encoding Rate Decoding Rate Ef�ciency
(MSym/sec) (MSym/sec) (bps)

bc none 35.16 50.30 22.97
scbc permutation 1.56 12.43 24.34
scbc gaps 2.82 11.22 22.24
scbc bitvec 1.55 11.41 20.68
rpbc bitvec 1.41 13.64 19.05
rpbc semi-dense 2.07 31.67 18.84

Summary results for several bytecode - prelude
combinations on the wsj267.repair �le. The �le
wsj267.repair represents phrase numbers from a
recursive byte-pair parser.
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Byte Aligned Seeking

� Byte codes allow us to quickly �nd codeword
boundaries without actually decoding the
compressed text.

� This is not an option with the majority of bit aligned
coding techniques.

� This property should allow us to quickly seek to an
arbitrary position in a compressed sequence and
access a single value.

Research Question

Byte codes are fast. Is seeking directly in the compressed
stream more ef�cient than sequential decompression?
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Targeted Seeking in Compressed Text
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Seeking vs. Decompression in wsj267.repair using a
simple permutation prelude and a block size of 220 symbols.
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Targeted Seeking in Compressed Text
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Seeking vs. Decompression in wsj267.repair using a
simple permutation prelude and a block size of 220 symbols.
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Ordered Set Operations

Given a collection A of k-ordered sets, �nd the intersection,
union, or difference of all sets in A.

This is a widely studied problem motivated by boolean
queries in text indexes.

Example approaches include merging, splay tree melding
(Moffat), Adaptive (Demaine), and Intersect (Baeza-Yates).
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A Practical Revision

What if all k-ordered sets in A are compressed as a
sequence of d-gaps?

The current approach is to decompress the k-ordered sets
and apply one of the previously mentioned algorithms.

Why aren't there better approaches to such a pervasive
problem?
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Current Limitations

� For bit aligned coding algorithms, it is non-trivial to
identify codeword boundaries.

� The general approach for storage of index lists is to
build sequences of d-gaps which adds a sequential
access constraint.

� Keeping frequently accessed lists uncompressed in
memory can speed querying.
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Traditional d-gaps

8 161512 18 20 25 26 27 28 301 4 5 6

The traditional d-gap approach which exploits local
clustering in inverted �le lists. The lists are stored as the
initial value followed by the differences dk+ 1 � dk .
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Traditional d-gaps

285 6 8 161512 18 20 25 26 2741 30

The traditional d-gap approach which exploits local
clustering in inverted �le lists. The lists are stored as the
initial value followed by the differences dk+ 1 � dk .
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Traditional d-gaps

 2161512 18 20 25 26 28271 4 5 6 8

The traditional d-gap approach which exploits local
clustering in inverted �le lists. The lists are stored as the
initial value followed by the differences dk+ 1 � dk .
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Traditional d-gaps

265 6 8 161512 18 20 2541  227  1

The traditional d-gap approach which exploits local
clustering in inverted �le lists. The lists are stored as the
initial value followed by the differences dk+ 1 � dk .
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Traditional d-gaps

 4  2 1 1 1 5 2 2 1 31 3 1 1 2

The traditional d-gap approach which exploits local
clustering in inverted �le lists. The lists are stored as the
initial value followed by the differences dk+ 1 � dk .
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Improving sequential access

12
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A hybrid d-gap approach which allows exponential skip
decoding in an inverted list.
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Improving sequential access
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A hybrid d-gap approach which allows exponential skip
decoding in an inverted list.
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Improving sequential access
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A hybrid d-gap approach which allows exponential skip
decoding in an inverted list.
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Improving sequential access
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A hybrid d-gap approach which allows exponential skip
decoding in an inverted list.
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Improving sequential access

 2

16

 6

 4

 1

16  6  4  1

 6

10

 6 10

 1  2  3

 4

 2  5

 2

 2 1

 1  2  3  4  2  5  2  1

A hybrid d-gap approach which allows exponential skip
decoding in an inverted list.
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Improving sequential access
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A hybrid d-gap approach which allows exponential skip
decoding in an inverted list.
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Evaluating the compression loss

(d) 16

10

 6  2

 1  3  2  5  2
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 2  1 (a)

(b)

(c)

(a) 1
2 of the items are still the original d-gaps.

(b) 1
4 are stored as the sum of two d-gaps or + 1 bit.

(c) 1
8 are stored as the sum of three d-gaps or + 2 bits.

(d) : : :

On average each stored value is 1 bit larger.
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Putting it all together

SEEK_TO_VALUE (x)
1: while not found do
2: base  set_value ()
3: if base < x then
4: seek_forward(sizeof (left_subtree))
5: x = x � base
6: else if base > x then
7: continue
8: else
9: found = true

10: end if
11: end while

input : Target value x and pre-order tree of differential gaps.
output : Position in inverted list, if found.
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Experimental Results

Ready for Results?
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Experimental Results

Ready for Results?

Alistair and I are too, but ....
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Short Term Goals

� Seeking for a single value is not the interesting
problem.

� The interesting problem is �nding unions, intersections,
or differences of a collection of compressed sets.

� Generalise the approach and get empirical results.

� Investigate additional trade-offs and �nd the proper
balance between ef�ciency and effectiveness.
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Long Term Goals

� Comprehensive empirical study of compressed vs.
uncompressed set operations.

� Investigate the impact of alphabet size on seeking and
pattern matching in compressed text.

� General compressed pattern matching using rpbc and
semi-dense preludes.

� Convert the current semi-static model to a more �exible
adaptive version.
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Teaser Solution
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A simple spaceless word model which maps words in a text
stream to a sequence of positive integers.
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